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AI is increasingly playing a pivotal role in transforming how scientific discoveries are made. We introduce
The AI Scientist-v2, an end-to-end agentic system capable of producing the first entirely AI-
generated peer-review-accepted workshop paper. This system iteratively formulates scientific hypotheses,
designs and executes experiments, analyzes and visualizes data, and autonomously authors scientific
manuscripts. Compared to its predecessor (v1, Lu et al., 2024), The AI Scientist-v2 eliminates the
reliance on human-authored code templates, generalizes effectively across diverse machine learning
domains, and leverages a novel progressive agentic tree-search methodology managed by a dedicated
experiment manager agent. Additionally, we enhance the AI reviewer component by integrating a
Vision-Language Model (VLM) feedback loop for iterative refinement of content and aesthetics of the
figures. We evaluated The AI Scientist-v2 by submitting three fully autonomous manuscripts to
a peer-reviewed ICLR workshop. Notably, one manuscript achieved high enough scores to exceed the
average human acceptance threshold, marking the first instance of a fully AI-generated paper successfully
navigating a peer review. This accomplishment highlights the growing capability of AI in conducting all
aspects of scientific research. We anticipate that further advancements in autonomous scientific discovery
technologies will profoundly impact human knowledge generation, enabling unprecedented scalability
in research productivity and significantly accelerating scientific breakthroughs, greatly benefiting society
at large. We have open-sourced the code at https://github.com/SakanaAI/AI-Scientist-v2 to
foster the future development of this transformative technology. We also discuss the role of AI in science,
including AI safety.

1. Introduction
Automated scientific discovery empowered by artificial intelligence (AI) has garnered considerable
attention in recent years (Cornelio et al., 2023; Gil et al., 2014; King et al., 2009; Kitano, 2021; Wang
et al., 2023; Xu et al., 2021). The development of end-to-end frameworks capable of autonomously
formulating hypotheses, performing experiments, analyzing results, and authoring manuscripts could
fundamentally transform the scientific process. A notable recent advance in this direction is The AI
Scientist-v1 (Lu et al., 2024), which demonstrated the feasibility of a fully automated scientific
workflow and downstream manuscript production. However, significant limitations constrained its
broad applicability and autonomy. Specifically, it relied heavily on human-authored code templates
requiring manual effort to create a new template for each new topic area. Furthermore, its linear and
shallow experimentation approach prevented deeper exploration of scientific hypotheses.

In this paper, we introduce The AI Scientist-v2, a substantially improved successor that directly
addresses these limitations. Our contributions are threefold. First, we eliminate the dependency
on human-provided code templates, significantly increasing the system’s autonomy and ability to
be deployed out of the box across multiple machine learning domains. Second, we introduce an
experiment manager agent coupled with a novel agentic tree-search algorithm, enabling deeper and
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Table 1 j Comparison of AI Scientist Versions. Comparison highlights key advancements in The AI
Scientist-v2, including autonomous code generation via tree search, enhanced VLM integration
for feedback during experiments and manuscript review, and evaluation through formal peer review.

Feature Codebase Execution Parallel VLM Human Result
Drafting Planning Experiments Reviewer Evaluation

The AI Scientist-v1 Topic-Specific Linear ✗ ✗ Not Submitted
The AI Scientist-v2 Domain-General Tree-Based ✓ ✓ Workshop Acceptance-Worthy

more systematic exploration of complex hypotheses. Third, we enhance the reviewing and refinement
stages by integrating a Vision-Language Model (VLM)-based feedback mechanism, improving the
quality, clarity, and alignment of generated figures, captions, and text interpretation. To rigorously
evaluate the capabilities and limitations of fully autonomous manuscript generation, we conducted
a controlled experiment: three manuscripts entirely generated by The AI Scientist-v2 were
submitted to a peer-reviewed workshop at ICLR. Remarkably, one manuscript achieved an average
reviewer score of 6.33 (placing it roughly in the top 45% of submissions) and would have been
accepted after meta-review were it human-generated, thus becoming the first fully AI-generated
manuscript to successfully pass a peer-review process.

The accepted paper investigates whether incorporating an explicit compositional regularization term
into neural network training can improve compositional generalization. Specifically, it penalizes large
deviations between embeddings of successive time steps in sequence models, hypothesizing that
this encourages compositionality. The approach is evaluated using synthetic arithmetic expression
datasets, but it is found that compositional regularization does not yield significant improvements
and occasionally harms performance. The workshop reviewers appreciated the paper for clearly
identifying the challenges of effective compositional regularization and reporting on negative results.
However, they collectively highlighted shortcomings, including insufficient justification and intuitive
explanations for why the chosen regularization method would enhance compositionality. Our personal
assessment (detailed further in §4) highlights several additional potential improvements in method
description (e.g., making clear exactly which component of the network is being regularized), potential
dataset overlap issues, and inaccuracies in figure captions. Overall, reviewers viewed the paper as an
interesting and technically sound workshop contribution that needs further development and broader
experimentation to reach conference-level rigor.

This report provides an in-depth outline of the developed methodological advances, analysis of the
workshop-submitted papers, and a discussion on the ethical and safety considerations of systems like
The AI Scientist-v2. Our overall contributions are as follows:

1. We introduce The AI Scientist-v2, an automated scientific discovery framework enhanced
by agentic tree search, VLM feedback, and parallel experiment execution. It thereby significantly
improves the autonomy, flexibility, and scientific exploration depth of previous systems.

2. We demonstrate, for the first time, that an AI-generated manuscript can successfully pass peer
review at a recognized machine learning workshop, marking a critical milestone for AI science.

3. We conduct comprehensive internal evaluations and analyses of both peer-review feedback and
our system’s outputs, providing insights into the strengths, weaknesses, and current status of
AI-generated manuscripts relative to traditional human-authored scientific publications.

4. We open-source the full codebase for The AI Scientist-v2 and the ICLR 2025 workshop
experiment data, encouraging further exploration by the research community and advancing a
discussion regarding AI’s evolving role in science–in the open.
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Figure 1 j The AI Scient ist•v2 Work�ow. The work�ow consists of several phases covering
automated idea generation, experiment execution, �gure visualization, manuscript writing, and
reviewing. Unlike the initial version, The AI Scient ist•v2 removes the dependency on human-
coded templates. Instead, it employs agentic tree search (managed by an Experiment Progress
Manager across several stages, orange) to generate and re�ne code implementations. Subsequent
experimentation leverages the best-performing code checkpoints (nodes) from the tree search to
iteratively test various research hypotheses.

2. Background
The AI Scient ist•v1 (Lu et al., 2024) introduced the �rst AI system that entirely automates scien-
ti�c discovery and the presentation of its results. Given a baseline code template, it autonomously wrote
code, executed experiments, visualized outcomes, and produced a complete scienti�c manuscript.
However, despite representing a signi�cant step forward, The AI Scient ist•v1 was subject to
limitations. Foremost among these was its reliance on human-crafted baseline code templates, signi�-
cantly constraining its autonomy and hindering unconstrained out-of-the-box deployability. Instead,
human e�ort was still required to draft an initial base experiment outline in code. Additionally, the
experimentation process followed a strictly linear hypothesis-testing routine, limiting depth and
exploration �exibility, especially when addressing complex research questions.

Language Model Agent Sca�olding. To further enhance LLM performance on complex reasoning
tasks, researchers have developed agentic sca�olding frameworks, each with distinct advantages
and limitations. For example, Re�exion (Shinn et al., 2024) enables models to iteratively re�ect
on previous responses, encouraging self-improvement through critical evaluation of past outputs;
it improves robustness, but can introduce computational overhead and slower inference. Another
promising direction is the integration of tree-search strategies with LLMs (Jiang et al., 2025), allow-
ing structured exploration of reasoning paths. This approach enhances systematic reasoning and
comprehensiveness, though at the cost of increased complexity, higher computational demands, and
challenges in scalability.

Tree Search with Large Language Models. We empirically observed that automated research
conducted by The AI Scient ist•v1 often resulted in short-sighted experimentation. The human-
driven scienti�c process, on the other hand, relies on open-ended hypothesis generation, stepping-
stone collection, and iterative hypothesis re�nement. Recent advances using code generation as
an action space have opened new opportunities for LLM-driven automated work�ows (Wang et al.,
2024). AIDE (Jiang et al., 2025) combines LLM-based code generation with tree search, demon-
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strating state-of-the-art performance on the MLEBench benchmark (Chan et al., 2025), designed for
machine learning engineering tasks. In AIDE, each node represents a potential solution state with a
corresponding scalar evaluation score (e.g., validation accuracy). Nodes are iteratively selected for
further debugging or re�nement based on these scores. Inspired by this approach, we integrate a
similar tree search-based exploration strategy within our automated scienti�c discovery framework,
adapting it speci�cally to the multi-stage nature of scienti�c experimentation, as detailed in Ÿ3.

3. The AI Scient ist•v2
We now describe the major innovations introduced in The AI Scient ist•v2 relative to The AI
Scient ist•v1 (Lu et al., 2024). The most signi�cant improvement is the move towards greater
autonomy and generalization, starting a more general idea generation phase (Ÿ3.1) and eliminating
the reliance on �xed, human-authored template code for experimentation. This process begins with
generalized idea generation, producing an initial concept, which then feeds into the experimentation
phase (Ÿ3.2). To manage this, we introduce two critical features in the experimentation phase:
coarse-grained experiment managementand agentic tree search-based exploration. Additionally, we
integrate Vision Language Models (VLMs) into the experimental and review phases (Ÿ3.4). Finally,
we streamline the manuscript writing phase by replacing the incremental, Aider-based (Gauthier,
2024) iterative writing approach of The AI Scient ist•v1 with a simpler, single-pass generation
followed by a separate re�ection stage powered by reasoning models such as o1 (OpenAI, 2024). We
include a full list of sampling hyperparameters and models used in Appendix A and the prompts used
for The AI Scient ist•v2 in Appendix B.

3.1. More General Idea Generation
A key conceptual shift in The AI Scient ist•v2 is the approach to research idea generation.
Unlike the predecessor system, which primarily focused on proposing incremental modi�cations or
extensions based on an existing codebase,The AI Scient ist•v2 adopts a process that begins at a
higher level of abstraction. The system is prompted to engage in more open-ended thinking about
potential research directions, hypotheses, and experimental designs, akin to formulating a research
abstract or grant proposal before committing to a speci�c implementation.

This approach encourages the exploration of potentially more novel or foundational ideas, rather
than being constrained by the structure and topics of pre-existing code. It aligns more closely with
how researchers often develop broader research visions, starting with abstract concepts and assessing
novelty and feasibility before diving into speci�c implementations. Crucially, this generalized idea
generation phase integrates literature review tools, such as Semantic Scholar, in the loop. The system
can query the literature database during the idea formulation process to assess the novelty of a
proposed concept and identify relevant prior work. This allows for more informed decisions about
pursuing a particular research avenue, ensuring ideas are grounded in the existing scienti�c landscape
from the outset, rather than relying solely on post-hoc checks.

3.2. Removing Template Dependency
Following the improved idea generation phase, The AI Scient ist•v2 proceeds with experimen-
tation. Beyond the code-conditioned idea generation, The AI Scient ist•v1 also depended on
the prede�ned template code as a starting baseline implementation. The LLM-driven code changes
were then limited to sequential code adaptations. We now outline our strategy for eliminating this
limitation, thus improving the system's �exibility and autonomy.

3.2.1. Experiment Progress Manager
Real-world scienti�c experimentation typically proceeds through distinct stages, from initial feasibility
assessments to detailed ablation analyses. To emulate this structured approach, we introduce an
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experiment progress manager agent that coordinates four clearly de�ned stages of scienti�c
experimentation:

Stage 1 Preliminary Investigation : Establishing initial feasibility and correctness through a minimal
working prototype based on the generated research idea.

Stage 2 Hyperparameter Tuning : Re�ning the initial implementation by optimizing critical hyper-
parameters (e.g., learning rate, epochs) to create a robust experimental baseline.

Stage 3 Research Agenda Execution : Systematically implementing the core research agenda based
on the tuned baseline.

Stage 4 Ablation Studies : Systematically assessing the importance of various research components,
providing rigorous support for the main experimental �ndings.

Each stage has explicit stopping criteria. Stage 1 concludes when a basic working prototype is
successfully executed. Stage 2 ends when experiments stabilize, as indicated by convergence in
training curves and successful execution across at least two datasets. Stages 3 and 4 conclude when
the allocated computational budget is exhausted. Stage 3 also includes a check for experiment
duration�if runs �nish much faster than the pre-allocated runtime, the system suggests increasing the
complexity of experiments.

After each stage, the experiment manager selects the best-performing node using a dedicated LLM
evaluator (see next section) based on clearly articulated criteria. This selected node is then carried
forward to seed the subsequent experimentation stage. The manager also records checkpoints at each
stage's completion. To ensure scienti�c rigor and reproducibility, the experiment manager launches
multiple replications of the selected best experiments at the conclusion of each stage. These repeated
runs provide statistics (mean and standard deviation) for �gures and reported results.

3.2.2. Parallelized Agentic Tree Search
The AI Scient ist•v1 operated strictly linearly, where each code re�nement directly built on
the immediately preceding experiment. In contrast, The AI Scient ist•v2 adopts a signi�cantly
more �exible and exploratory approach inspired by recent successes in integrating tree search with
LLM-driven work�ows (Chan et al., 2025; Jiang et al., 2025; Wijk et al., 2024) and research on open-
endedness (Clune, 2019; Mouret and Clune, 2015). We incorporate this agentic tree search approach
across all four experimentation stages outlined in Ÿ3.2.1, enabling deeper and more systematic
exploration of scienti�c hypotheses.

Each experimental node within our tree-based framework undergoes the following execution cycle:
An LLM �rst generates both a concrete experimentation plan and the associated Python code to
implement the experiment. The generated code is immediately executed in a Python interpreter.
If execution encounters an error, the error message is recorded, and the node is marked asbuggy,
ending the current execution cycle for that node. If execution succeeds, the experiment proceeds to
the plotting phase.

During each experiment, the system is instructed to save all relevant experimental outputs (training
and validation metrics, losses, etc.) into structured numpy �les. In the plotting phase, The AI
Scient ist•v2 reads these stored results and the code, generating visualizations that summarize
and illustrate the �ndings clearly. These visualizations are subsequently passed to a Vision-Language
Model (VLM) for critique. Any issues �agged by the VLM (such as unclear labels, missing legends, or
misleading visualizations) result in the node being marked asbuggy, and this feedback is recorded
for future debugging. Nodes that successfully execute and pass the VLM review without issue are
designated asnon-buggy .

We de�ne each node as a collection comprising an experiment script (e.g., a Python �le), a textual
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Figure 2 j The AI Scient ist•v2 work�ow showing di�erent stages of tree-based experimentation.
Stage 1 begins at the root node, where initial experiment code is generated in parallel. After running
the experiment code and visualization scripts, each node is classi�ed based on the outcome: if an error
occurs, it is marked as a buggy node; otherwise, it is labeled as a non-buggy node. New child nodes
are created di�erently depending on their parent node's status: For non-buggy nodes, re�nement is
applied to improve the experiment code for better performance. For buggy nodes, the system attempts
to debug them using stored error information. A best-performing node, selected by LLM-based
evaluation, is passed down as the root node of Stage 2. From this root node, child nodes are created
for hyperparameter tuning. The top-performing node from Stage 2 is then used to initialize Stage
3, where the system executes the research agenda, applies re�nements, and performs debugging
as needed. In Stage 4, similar to Stage 2, the root node generates ablation nodes. Additionally,
replication nodes repeat the same experiment as their parent node, while aggregation nodes collect
results from replication nodes to generate combined visualizations and summaries.
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description of the high-level plan implemented in the script, an execution error trace (if applicable),
experiment runtime, performance metrics recorded during the experiment, feedback from an LLM
after running the script, a visualization script, �le paths to the generated �gures, feedback from a
VLM on those �gures, and the node's �nal status (either buggy or non-buggy).

At each iteration, the system selects several nodes from the existing tree to expand in parallel. With a
prede�ned probability, a buggy node is chosen (thus prioritizing error resolution and debugging);
otherwise, a non-buggy node is selected for further re�nement and improvement. When choosing
between non-buggy nodes, the system uses abest-�rst search strategy , guided by an LLM that
evaluates candidates based on factors like performance metrics, training dynamics, and the quality
of generated plots. The selected nodes are expanded by creating a new child node that may either
attempt debugging if the parent node was buggy, or re�ne and improve upon the previous experiment
if the parent was non-buggy. An LLM is used to generate the plan and experiment code for each new
child node, after which all new nodes are executed concurrently in parallel, signi�cantly accelerating
the exploration process. In addition to buggy and non-buggy nodes, we introduce specialized node
variants tailored to speci�c experimental needs:

ˆ Hyperparameter nodes systematically explore alternative hyperparameter con�gurations
during Stage 2. The system maintains careful records of previously tested hyperparameters,
preventing redundant experiments. Errors encountered during hyperparameter tuning trigger
the creation of corresponding debug nodes.

ˆ Ablation nodes evaluate crucial ablation studies during Stage 4, assessing the importance of
various components or assumptions underlying the experiment. Similar to hyperparameter
nodes, previously tested ablation conditions are tracked to avoid repetition, and debugging
nodes are created in response to any encountered errors.

ˆ Replication nodes execute replicates of their parent experiments using di�erent random seeds.
Typically, several replication nodes are created to enable the calculation of statistical measures
(mean and standard deviation) of experimental outcomes, enhancing result robustness.

ˆ Aggregation nodes are special nodes created to consolidate and visualize the combined results of
replication nodes. Unlike other node types, aggregation nodes do not conduct new experiments
but simply generate a Python script to aggregate and summarize prior results, producing �gures
that explicitly show means and standard deviations.

The structured design of experiment stages and tailored node types facilitates systematic exploration
across all stages. Unlike some LLM agents that rigidly follow prede�ned, �ne-grained work�ow graphs,
our approach adopts a looser structure that guides the entire empirical research cycle, enabling
�exible system behavior while maintaining coherence across iterative stages.

3.3. Dataset Loading via Hugging Face
Most empirical machine learning research relies heavily on publicly available datasets. Hugging Face
Hub provides a convenient and uni�ed framework for accessing a wide variety of commonly used
datasets, complete with prede�ned train, validation, and test splits. In The AI Scient ist•v2 , we
prompt the system to leverage Hugging Face Hub whenever possible, automatically downloading
required datasets using the standard one-line function (datasets.load_dataset ). While this
standardized approach greatly simpli�es dataset handling, we acknowledge it is somewhat ad-hoc, as
not all dataset repositories support this method.

3.4. Vision-Language Model Reviewer
Unlike The AI Scient ist•v1 , which did not leverage Vision Language Models (VLMs),The
AI Scient ist•v2 incorporates VLMs at two phases of the research work�ow: First, during the
tree-based experimentation phase, VLMs provide immediate feedback on generated �gures, ensuring
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that these visualizations e�ectively and accurately communicate experimental results. Second, during
the manuscript writing re�ection stage, VLMs evaluate �gures and their captions, enhancing the
visual clarity and coherence of the resulting paper.

In the paper-writing process, we extract screenshots of �gures alongside their captions and the
corresponding text from the paper that references them (identi�ed by the keyword �Figure X�). These
images and textual references are then provided to the VLM, which performs multiple quality checks,
including verifying the alignment between �gures and captions, identifying issues with visual clarity
(e.g., missing legends, unclear labels), and detecting potential duplication of �gures in the main text
and appendix. Through the iterative integration of VLM feedback, we signi�cantly enhance the visual
quality and clarity of manuscripts generated by The AI Scient ist•v2 .

4. Human Evaluation of Manuscripts Generated by The AI Scient ist•v2

Figure 3 j Peer-reviewed ICBINB workshop paper generated by The AI Scient ist•v2 . The
paper investigates the usage of a temporal consistency regularizer on the embeddings of an LSTM-
based sequence model. The results discuss the e�ect of the regularizer on compositional regularization
and highlight the di�culty of training models capable of improved generalization. It received peer-
review scores of 6 (weak accept), 7 (accept), and 6 (weak accept) before meta-review and ranked
among the top 45% submitted workshop papers.

To rigorously evaluate the capabilities and limitations of our automated scienti�c discovery system, we
conducted a human evaluation study in collaboration with the organizers of the ICLR 2025 workshop,
�I Can't Believe It's Not Better� (ICBINB). As detailed below, our evaluation included submitting fully
automated manuscripts generated byThe AI Scient ist•v2 to the o�cial peer-review process of
the workshop.

4.1. Evaluation Methodology
Our evaluation process involved the following carefully controlled steps:
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1. AI-Generated Submissions: We generated three complete manuscripts using onlyThe AI
Scient ist•v2 , starting from broad topical prompts aligned with the workshop's scope via the
generalized idea generation process (Ÿ3.1). After the initial topic de�nition, the entire scienti�c
work�ow�hypothesis formulation, experiment design, coding, data analysis, visualizations, and
manuscript writing�was executed autonomously, without any human intervention or editing.

2. Blind Peer Review: The three AI-generated submissions were included among the 43 total
submissions received by the ICBINB workshop. Reviewers were informed in advance that some
submissions might be AI-generated, but were not told which submissions were produced byThe AI
Scient ist•v2 . Reviewers could also opt out of reviewing potentially AI-generated manuscripts.

3. Review Outcomes and Acceptance Decisions: Among the three manuscripts produced byThe
AI Scient ist•v2 , one manuscript achieved a su�ciently high average reviewer score (6.33 out
of 10, with individual scores of 6, 6, and 7) to surpass the workshop's acceptance threshold. The
remaining two submissions received lower scores and were not accepted.

4. Post-Review Withdrawal: Prior to the workshop submission, we arranged with the workshop
organizers and ICLR leadership that any accepted AI-generated manuscripts would be withdrawn
after the review process. This decision was made to avoid prematurely setting a precedent for
purely AI-generated research entering the o�cial scienti�c record without broader community
discussion and consensus. Reviewers were informed of the experiment only after peer review.

In addition to the o�cial workshop peer reviews, we also conducted a thorough internal evaluation
of all three AI-generated manuscripts. Our internal review carefully examined the experimental
rigor, clarity of presentation, methodological soundness, and novelty of the generated manuscripts.
We concluded that none of the manuscripts met the quality standards typical of top-tier main-track
conferences. However, we thought that one submission was indeed su�ciently compelling to receive
acceptance at the workshop level, and this is the same manuscript the workshop peer review process
accepted. This outcome provides encouraging evidence that manuscripts autonomously generated
by The AI Scient ist•v2 can produce research on par with top-tier Machine Learning workshop
papers (see detailed internal analyses in Ÿ4.2).

Observations and Insights. Our internal inspection of the generated experiments and code revealed
several noteworthy limitations. First, The AI Scient ist•v2 occasionally introduced inaccuracies
in citations, similar to the well-known �hallucination� issue encountered in large language models.
Second, while the system successfully executed standard experimental pipelines, it sometimes lacked
the detailed methodological rigor and in-depth analysis typically required for acceptance at lead-
ing main conferences. Interestingly, such limitations did not prevent acceptance at the workshop
level.

Transparency and Ethical Considerations. We believe it is crucial for the scienti�c community
to engage openly and transparently with AI-generated research, subjecting it to the same rigorous
peer-review processes applied to human-authored work. However, responsible oversight is essential.
In conducting this evaluation, we obtained IRB approval from the University of British Columbia
(H24-02652). We ensured full transparency and coordination with ICLR leadership and the workshop
organizers. Before the review process, reviewers were explicitly informed that some submissions
could be AI-generated and o�ered the option to opt out. Following acceptance, we withdrew the
AI-generated manuscript prior to publication, which is consistent with our commitment to avoid
prematurely inserting purely AI-generated works into the o�cial scienti�c record without broader
community discussion. We emphasize that the community has not yet reached a consensus on
integrating AI-generated research into formal scienti�c publications, making careful and transparent
experimentation essential at this preliminary stage. Additionally, we believe that all AI-generated
papers should be clearly labeled as such in any public arena, and inThe AI Scient ist•v1 and
The AI Scient ist•v2 always make sure to do so.
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4.2. The �rst AI-generated peer-reviewed workshop paper.
Paper Generation Process. The generation process for the workshop-accepted paper began with the
generalized idea generation phase (Ÿ3.1), prompted with the workshop's theme (ICBINB's focus on
negative results and unexpected �ndings) extracted from the o�cial website. This phase produced
approximately twenty potential research ideas, entirely generated by the AI system. From this
AI-generated pool, we selected the three most promising initial ideas based on alignment with
the workshop theme and potential interest, focusing on topics aligned with the workshop theme
and representing distinct research directions. This initial idea selection step allowed us to manage
computational resources by choosing which distinct, AI-generated starting points to explore further
with the full system. It did not involve modifying the ideas themselves. All three generated ideas
resulted in a workshop-submitted paper (included in full in Appendix C). For each selected idea,
the system autonomously executed the full experimental pipeline using the parallelized agentic
tree search (Ÿ3.2.2) multiple times, each initiated with a di�erent random seed. From the multiple
complete manuscripts generated for each initial idea (i.e., one manuscript per seed), we selected the
single best-resulting manuscript for submission based on a careful inspection of its overall coherence
and scienti�c quality. This process mimics a professor reviewing the work of many students or teams
and deciding which work is ready to be submitted for peer review. Our current study aims to see
whether The AI Scient ist•v2 can produce at least one paper that survives peer review, and not
what fraction of the time it can do so. That is an interesting question for future work and is likely
best done after additional improvements are made in the next generation of The AI Scient ist . In
the re�ection stage of the writeup for each run, The AI Scient ist•v2 is prompted with the target
page lengths (e.g., the 4-page limit for the workshop) alongside the current length of the compiled
PDF. This allowed the system to ensure that the �nal output adhered to submission guidelines without
manual text editing within that speci�c run.

Crucially, while humans initiated the process by providing the high-level workshop theme and selected
which initial AI-generated ideas to run multiple times through the full pipeline (akin to deciding
which experiments to fund or prioritize), and subsequently selected the most promising complete
output from those multiple runs, the entire process within any single run�hypothesis re�nement,
code generation, execution, analysis, visualization, and writing�was performed autonomously by
The AI Scient ist•v2 . No human edited the generated code, experimental results, �gures, or
manuscript text of the selected �nal manuscript. The selection of initial ideas from the AI's output,
the execution of multiple seeds, the subsequent selection of the best complete run, and the automated
handling of length constraints represent high-level experimental setup and process management
(meta-selection from fully autonomous outputs), not human-in-the-loop intervention in the scienti�c
content generation of the chosen manuscript. The system, if run for su�ciently many seeds, would
have generated similar outputs, requiring only the �nal selection step to be performed by humans.
Even this could have been avoided were we willing to send all generated papers to peer review,
which we did not want to do. Therefore, all submitted content was entirely generated by The AI
Scient ist•v2 .

Workshop-Accepted Paper Content. The paper investigates the use of compositional regularization
to improve generalization in neural networks. The AI Scient ist•v2 proposes adding an explicit
regularization term to the training loss function, encouraging networks to develop compositional
representations to encourage representations to not change much over time while processing inputs.
However, contrary to its expectations, experiments using synthetic arithmetic expression datasets
revealed that this approach did not signi�cantly enhance generalization performance. In fact, com-
positional regularization sometimes hindered model training. Furthermore, increasing arithmetic
expression complexity made generalization even worse, irrespective of regularization. The paper
concludes that explicitly enforcing compositional structures via regularization alone may not be
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su�cient and highlights potential con�icts between compositional regularization and the primary
learning objective. It recommends future exploration of alternative regularization methods and
di�erent architectural approaches to better address compositional generalization issues. We provide
the full annotated paper in Appendix C.

Initial Idea for the Workshop-Accepted Paper

"Title": "Enhancing Compositional Generalization in Neural Networks via Compositional
Regularization",
"Short Hypothesis": "Introducing a compositional regularization term during training can
encourage neural networks to develop compositional representations, thereby improving their
ability to generalize to novel combinations of known components.",
"Experiments": [

"Implement the compositional regularization term and integrate it into the loss function of
standard sequence-to-sequence neural network architectures with attention mechanisms.",
"Train models on synthetic datasets like SCAN and COGS, evaluating performance on
compositional generalization tasks with and without the regularization term.",
"Apply the method to real-world tasks such as machine translation using the IWSLT dataset
and semantic parsing with the GeoQuery dataset, assessing improvements in generalization to
new language constructs.",
"Analyze the learned representations by visualizing embedding spaces and utilizing
compositionality metrics to assess how the regularization affects internal
representations.",
"Conduct ablation studies to determine the impact of different strengths of the
regularization term, identifying the optimal balance between enforcing compositionality and
maintaining overall performance.",
"Compare the proposed method against other approaches aimed at improving compositional
generalization, such as meta-learning techniques and specialized architectures."

],
]

Paper Assessment by the Authors. In our review, we evaluated the technical aspects of this paper
and identi�ed several strengths and weaknesses. We appreciated the exploration of temporal consis-
tency regularization�penalizing large changes in embedding representations between successive
tokens�as an interesting method to enhance compositional generalization. The synthetic arithmetic
task chosen by the authors was appropriate, providing a suitable setting to test their hypothesis
across varying levels of complexity. However, we noted several areas requiring improvement. First,
the description of the regularization term was unclear and potentially misleading, as readers might
incorrectly assume it was applied to the LSTM hidden states rather than input embeddings. We
recommended clarifying this explicitly by adding a code appendix or conducting additional ablations
applying the regularization to LSTM hidden states. Second, the paper omitted key references, notably
Hochreiter and Schmidhuber (1997), and instead relied on general textbook citations. Additionally,
we found inaccuracies in some �gures and descriptions: speci�cally, the caption of Figure 3 incorrectly
interpreted validation loss, and Figure 5's attention-based model clearly outperformed the LSTM
model, contradicting the authors' claims. Furthermore, we found the experimental evaluation limited,
as the tasks were restricted to short sequences and synthetic data. We suggested extending the
evaluation to include real-world tasks, longer sequences, larger models, and a deeper analysis.

Our examination of the code revealed potential issues with dataset overlap�approximately 57%
overlap between training and test sets�which could signi�cantly a�ect the reliability of the results.
Additionally, we identi�ed confusion in the paper's terminology regarding �embedding states� versus
�hidden states,� which should be clari�ed for precision. We also questioned the reported 100% accuracy
of the attention-augmented LSTM model, as our additional tests indicated that this performance was
primarily due to task simplicity and signi�cantly decreased when task complexity increased. Overall,
we considered the paper technically sound and a borderline accept for the workshop, acknowledging
its valuable insights and intriguing ideas. However, we concluded it lacks su�cient depth and rigor
for acceptance into a full conference without addressing the highlighted concerns.
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Paper Assessment by Human Workshop Reviewers. The reviewers generally agree that the paper
addresses an important topic�compositional generalization in neural networks and appreciate the
authors' proposed compositional regularization method, as well as their detailed analysis of unexpected
results. All reviewers recognize the paper's strength in clearly presenting why the regularization term
does not yield the anticipated improvements, emphasizing its informative negative results. However,
the reviewers highlight several areas for improvement:

Justi�cation and Intuition : All reviewers suggest the need for clearer justi�cation or intuition behind
why penalizing large changes between successive hidden states might improve compositionality. They
recommend adding references to related works, theoretical motivations, or visual explanations to
strengthen the rationale.
Network Architecture Generalization: Reviewers emphasize that since only the LSTM architecture
was evaluated, the �ndings should not be generalized across all neural network types. They suggest
experimenting with additional architectures, such as transformers, to better understand the impact of
the regularization across di�erent neural network models.
Experimental Breadth: Reviewers suggest extending the evaluation to other tasks or datasets beyond
synthetic arithmetic expressions to further validate the generalizability of the conclusions.
Overall: The reviewers recommend acceptance to the workshop due to the paper's insightful ex-
ploration and clear analysis despite its negative results. They encourage further elaboration on
methodological motivations, additional experimental evaluations, and clearer connections between
compositional regularization and the complexity of compositional tasks. The paper received scores of
6 (weak accept), 7 (accept), and 6 (weak accept). Below, we include two of the reviews for which
we obtained explicit permission from the reviewers to include them in our report. The remaining
reviewer did not respond to our request.

Reviewer #1: A good paper analyzing the e�ectiveness of a compositional regularization term for LSTMs

Summary: The authors propose a regularisation term to enhance compositional regularisation in
neural networks. The idea is to penalise large deviations between subsequent time steps of the
hidden state, thus �squeezing� the hidden state to encourage composition and preventing a
dominating representation. The authors test their approach on synthetic arithmetic expression
with varying operator complexity and length. They show that although the regularisation term
appears to be working, it counterintuitively does not improve test accuracy. Furthermore, the
authors identify a bottleneck regarding network capacity with increasing arithmetic operators.

Strengths:
I find the idea of regularising or squeezing the hidden representations to encourage
compositionally an interesting idea. The authors define a good baseline and ablate their method
well against it, revealing why the regularisation term does not work as expected. I think the
insight that operator complexity is a bottleneck for the neural network is important, as it
raises the question whether architectural changes might be more effective for compositionally
than regularisation.

Weaknesses:
The paper would benefit from more intuition as to why the proposed regularisation term should
encourage compositionality. This could be either an experiment or simply a visualisation for the
reader. Only one architecture (LSTM) was tested. It would be interesting to see if transformer
architectures fare better with compositionality due to the attention mechanism.
I think the connection between compositional regularisation and operator complexity needs to be
made more explicit. From reading the introduction both arguments seem a bit disconnected although
I can infer the authors intentions.

Conclusion:
Overall, I would accept this paper to the workshop, since it proposes a simple and interesting
idea with the authors providing ablations that encourage further analysis of the problem. As a
suggestion I would encourage the authors to give more intuition on why the proposed
regularisation term should improve compositionality for the proposed network. I would suggest
either adding more related work to support the regularisation term or elaborating on the
intuition behind penalising subsequent steps of the hidden state.
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Rating: 7: Good paper, accept
Award: No Award
Confidence: 4: The reviewer is confident but not absolutely certain that the evaluation is
correct

Reviewer #2: Compositional Regularization: Unexpected Obstacles in Enhancing Neural Network
Generalization

This paper investigates the effectiveness of incorporating a compositional regularization term
into the loss function of neural networks to improve compositional generalization. The authors
hypothesized that penalizing deviations from compositional structures would enhance the model's
ability to generalize to unseen arithmetic expressions. However, their results on synthetic
arithmetic datasets showed that compositional regularization did not lead to significant
improvements and, in some cases, even hindered learning.

I think this paper greatly contributes to the workshops theme and fits into the scope. Moreover,
it is a great example of challenges that occur during such approaches and could be interesting to
discuss in the workshop setting. While I think that the authors should further broaden the
experiments to other tasks in order to increase the generalizability of the findings, I would
still recommend to accept the paper.

Rating: 6: Marginally above acceptance threshold
Award: No Award
Confidence: 2: The reviewer is willing to defend the evaluation, but it is quite likely that
the reviewer did not understand central parts of the paper

5. Limitations & Ethical Considerations
While The AI Scient ist•v2 demonstrates signi�cant progress by successfully generating a
peer-reviewed workshop paper, it is important to contextualize this achievement clearly. First, the
acceptance occurred at a workshop level rather than at the main conference track, and only one of the
three AI-generated submissions was accepted. Workshop papers generally report preliminary results
and exploratory work, and acceptance rates at workshops (typically 60-80%) are notably higher than
at main conference tracks (20-30% for leading machine learning venues such as ICLR, ICML, and
NeurIPS). Thus, the current version of The AI Scient ist•v2 does not yet consistently reach the
rigorous standard required for top-tier conference publications, nor does it even reach workshop-level
consistently.

Moreover, despite the structured agentic tree search and enhanced autonomy introduced inThe
AI Scient ist•v2 , certain aspects of scienti�c inquiry�such as formulating genuinely novel, high-
impact hypotheses, designing truly innovative experimental methodologies, or rigorously justifying
design choices with deep domain expertise�remain challenging for purely automated systems.
Addressing these limitations in future iterations will be essential to move beyond preliminary or
incremental scienti�c results toward consistently high-quality, conference-level contributions.

As LLMs rapidly advance, future versions of our system will likely overcome many current limitations.
Therefore, we believe it is important for the scienti�c community to study the quality of AI-generated
research, and one of the best ways to do so is to submit (with appropriate permissions) a small
sample of it to the same peer-review processes used to evaluate human work. We conducted this
study with full cooperation from both ICLR leadership and the workshop organizers, and received IRB
approval from the University of British Columbia (H24-02652). Per agreement with ICLR workshop
organizers, our AI-generated papers will not appear on OpenReview's public forum and have already
been withdrawn. As a community, we need to establish norms for AI-generated science�including
disclosure requirements and timing. We advocate for transparency about AI-generated content,
though questions remain about whether work should �rst be judged on merit to avoid bias. Going
forward, we will continue to exchange opinions with the research community on the state of this

13



The AI Scient ist•v2 : Workshop-Level Automated Scienti�c Discovery via Agentic Tree Search

technology to ensure it does not evolve solely to game peer review or arti�cially in�ate the CVs
of unscrupulous scientists, which would undermine the meaning of the scienti�c peer review and
evaluation processes.

6. Related Work
Recent advancements have substantially expanded the �eld of automated scienti�c discovery, par-
ticularly through approaches leveraging arti�cial intelligence (AI). Early end-to-end approaches,
exempli�ed by The AI Scient ist•v1 (Lu et al., 2024), introduced fully automated frameworks,
such as AI-Researcher (Data Intelligence Lab, 2025), capable of autonomously navigating the entire
research pipeline. Subsequent works, however, often incorporate varying degrees of human oversight,
as demonstrated by Intology (Intology AI, 2025) and Carl (AutoScience AI, 2025). Other systems
narrow the scope; for example, CycleResearcher (Weng et al., 2025) focuses speci�cally on the path
from idea generation to manuscript drafting, explicitly excluding experimental execution. Alternative
approaches include protocol designs for experiments in self-driving laboratories that do not rely
on large language models (LLMs) or use them in complementary roles (Shi et al., 2025). Several
concurrent works explore similar territories, including Agent Laboratory (Schmidgall et al., 2025)
and agentRxiv (Schmidgall and Moor, 2025), highlighting the rapid development in this area.

LLM-based scienti�c idea generation has been explicitly investigated in recent studies. Notably, Si
et al. (2025) examined the capabilities of LLMs to generate human-level scienti�c ideas, �nding
through human evaluations that LLM-generated ideas were typically more novel but often less feasible
than those proposed by human experts. GraphEval (Feng et al., 2025) o�ers graph-based methods
for evaluating research ideas, further highlighting the current limitations of LLMs in accurate idea
assessment.

Several benchmarks have been established to systematically evaluate AI performance in scienti�c tasks.
MLEBench (Chan et al., 2025) and Aide (Jiang et al., 2025) provide structured environments to assess
model capabilities on tasks representative of research engineering workloads. The METR Research
Engineer benchmark (Wijk et al., 2024), for instance, demonstrates AI superiority in executing
short-duration tasks (sub-2-hour tasks). Comprehensive reviews, such as the one by Eger et al. (2025),
document the role and e�ectiveness of LLMs in scienti�c work�ows. Coding-speci�c benchmarks such
as SciCode (Tian et al., 2024), curated explicitly by domain scientists, address problems across physics,
chemistry, and biology, encompassing structured sub-problems to rigorously evaluate research-related
programming skills. Similarly, BixBench focuses on computational biology, providing comprehensive
evaluations of LLM-based agents (Mitchener et al., 2025). Additionally, independent evaluations
speci�cally target AI scientist frameworks, like the evaluation of The AI Scient ist•v1 by Beel
et al. (2025), further delineate AI capabilities in this domain.

Industry e�orts, including Google's AI Research Copilot (also known as AI Co-Scientist, Gottweis et al.,
2025), exemplify contributions from major technology companies to this growing �eld. Conceptually,
Bengio et al. (2025) draws a distinction between agentic AI systems and Scientist AIs, emphasizing
that the latter focus primarily on deepening the understanding of data rather than pursuing goal-
directed interactions with the world. This distinction underscores the varying philosophical and
methodological perspectives driving contemporary automated scienti�c discovery e�orts.

7. Conclusion
In this work, we introduced The AI Scient ist•v2 , a signi�cantly improved automated scien-
ti�c discovery system featuring enhanced autonomy and exploration capabilities. Compared to its
predecessor,The AI Scient ist•v1 , our system removes reliance on human-crafted templates, in-
corporates a structured and exploratory agentic tree search methodology supervised by an experiment
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manager agent, and integrates Vision-Language Model (VLM) feedback loops for iterative re�nement
of visualizations and manuscript quality. We demonstrated that The AI Scient ist•v2 is capable
of autonomously generating manuscripts that successfully pass peer review at a workshop of a major
machine learning conference.

This achievement, the �rst instance of a fully AI-generated paper navigating peer review, marks a
notable milestone and shows promising early signs of progress, even considering the limitations
discussed regarding workshop versus conference standards (Ÿ5). While signi�cant challenges remain
in consistently achieving top-tier quality and generating truly groundbreaking hypotheses, the capa-
bilities demonstrated here suggest a clear trajectory. We believe that such advancements signal that
next-generation AI Scientists will herald a new era in science. This is just the beginning; we expect AI
capabilities to continue improving, potentially at an exponential rate. At some point in the future, AI
will likely generate papers that match or exceed human quality, even at the highest levels of scienti�c
publishing.

Ultimately, overcoming current limitations and scaling these systems holds immense potential. We
believe what matters most is not simply how AI science compares to human science, but whether its
discoveries aid in human �ourishing, such as curing diseases or expanding our knowledge of the laws
that govern our universe. By developing systems likeThe AI Scient ist•v2 and sharing them
openly, we look forward to helping usher in this era of AI science contributing to the betterment of
humanity, fostering collaboration and accelerating the pace of discovery.
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A. Hyperparameters
This section details the key hyperparameters used inThe AI Scient ist•v2 . Model con�gurations
for language and vision-language models are listed in Table 2. The hyperparameters governing the
agentic tree search (Ÿ3.2.2) and experiment stage (Ÿ3.2.1) progression, including node execution
limits, are shown in Table 3.

Table 2 j LLM and VLM Hyperparameters.

Component/Task Model Used Max Tokens Temperature

Code Generation (Ÿ3.2) Claude 3.5 Sonnet (v2) 8,192 0.5
LLM/VLM Feedback Agents (Ÿ3.4) GPT-4o 8,192 0.5
Summary Report Agent (Ÿ3) GPT-4o 8,192 1.0

Table 3 j Agentic Tree Search & Execution Hyperparameters (Ÿ3.2.2, Ÿ3.2.1).

Hyperparameter Value

Debug Probability 1.0
Maximum Debug Depth 3
Maximum Experiment Runtime per Node 1 hour

Node Allocation per Stage:
Stage 1: Preliminary Investigation 21 nodes
Stage 2: Hyperparameter Tuning 12 nodes
Stage 3: Research Agenda Execution 12 nodes
Stage 4: Ablation Studies 12 nodes

The total time required for The AI Scient ist•v2 to generate a single paper depends on the
complexity of the problems. Based on our experience, this process usually takes anywhere from
several hours to a maximum of 15 hours, which is the runtime limit we have set.

B. Prompts
In this section, we include the prompts used in all phases ofThe AI Scient ist•v2 .

Idea Generation Prompt

# System prompt
You are an experienced AI researcher who aims to propose high-impact
research ideas resembling exciting grant proposals. Feel free to propose
any novel ideas or experiments; make sure they are novel. Be very creative
and think out of the box. Each proposal should stem from a simple and
elegant question, observation, or hypothesis about the topic. For example,
they could involve very interesting and simple interventions or
investigations that explore new possibilities or challenge existing
assumptions. Clearly clarify how the proposal distinguishes from
the existing literature.

Ensure that the proposal can be done starting from the provided
codebase, and does not require resources beyond what an academic
lab could afford. These proposals should lead to papers that are
publishable at top ML conferences.
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You have access to the following tools:

{tool_descriptions}

Respond in the following format:

ACTION:
<The action to take, exactly one of {tool_names_str}>

ARGUMENTS:
<If ACTION is "SearchSemanticScholar", provide the search query
as {{"query": "your search query"}}. If ACTION is "FinalizeIdea",
provide the idea details as {{"idea": {{ ... }}}} with the IDEA JSON
specified below.>

If you choose to finalize your idea, provide the IDEA JSON in the arguments:

IDEA JSON:
``` json
{{

"Name": "...",
"Title": "...",
"Short Hypothesis": "...",
"Related Work": "...",
"Abstract": "...",
"Experiments": "...",
"Risk Factors and Limitations": "..."

}}
```

Ensure the JSON is properly formatted for automatic parsing.

Note: You should perform at least one literature search before finalizing
your idea to ensure it is well-informed by existing research.

# Initial idea generation prompt
{workshop_description}

Here are the proposals that you have already generated:

{prev_ideas_string}

Begin by generating an interestingly new high-level research proposal
that differs from what you have previously proposed.
...

# reflection prompt
Round {current_round}/{num_reflections}.

In your thoughts, first carefully consider the quality, novelty,
and feasibility of the proposal you just created.
Include any other factors that you think are important in evaluating
the proposal.
Ensure the proposal is clear and concise, and the JSON is in
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the correct format.
Do not make things overly complicated.
In the next attempt, try to refine and improve your proposal.
Stick to the spirit of the original idea unless there are glaring issues.

If you have new information from tools, such as literature search results,
incorporate them into your reflection and refine your proposal accordingly.

Results from your last action (if any):

{last_tool_results}
...

Experiment Prompt

Introduction:
You are an AI researcher who is looking to publish a paper that will
contribute significantly to the field."
Your first task is to write a python code to implement a solid baseline
based on your research idea provided below,
from data preparation to model training, as well as evaluation and
visualization.
Focus on getting a simple but working implementation first, before any
sophisticated improvements.
We will explore more advanced variations in later stages.

Plot Aggregation Prompt

# System prompt
You are an ambitious AI researcher who is preparing final plots for
a scientific paper submission.
You have multiple experiment summaries (baseline, research, ablation),
each possibly containing references to different plots or numerical insights.
There is also a top-level ' research_idea.md ' file that outlines
the overarching research direction.
Your job is to produce ONE Python script that fully aggregates
and visualizes the final results for a comprehensive research paper.

Key points:
1) Combine or replicate relevant existing plotting code, referencing
how data was originally generated (from code references) to ensure correctness.
2) Create a complete set of final scientific plots, stored in ' figures/ ' only
(since only those are used in the final paper).
3) Make sure to use existing .npy data for analysis; do NOT hallucinate data.
If single numeric results are needed, these may be copied
from the JSON summaries.
4) Only create plots where the data is best presented
as a figure and not as a table.
E.g. don ' t use bar plots if the data is hard to visually compare.
5) The final aggregator script must be in triple backticks and stand alone
so it can be dropped into a codebase and run.
6) If there are plots based on synthetic data, include them in the appendix.

Implement best practices:
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- Do not produce extraneous or irrelevant plots.
- Maintain clarity, minimal but sufficient code.
- Demonstrate thoroughness for a final research paper submission.
- Do NOT reference non-existent files or images.
- Use the .npy files to get data for the plots and key numbers
from the JSON summaries.
- Demarcate each individual plot, and put them in separate try-catch blocks
so that the failure of one plot does not affect the others.
- Make sure to only create plots that are unique and
needed for the final paper
and appendix. A good number could be around {MAX_FIGURES} plots in total.
- Aim to aggregate multiple figures into one plot if suitable,
i.e. if they are all related to the same topic. You can place up to 3 plots
in one row.
- Provide well-labeled plots (axes, legends, titles) that highlight main
findings. Use informative names everywhere, including in the legend for
referencing them in the final paper. Make sure the legend is always visible.
- Make the plots look professional (if applicable, no top and right spines,
dpi of 300, adequate ylim, etc.).
- Do not use labels with underscores, e.g. "loss_vs_epoch" should be
"loss vs epoch".
- For image examples, select a few categories/classes
to showcase the diversity of results instead of showing a single
category/class. Some can be included in the main paper, while the rest
can go in the appendix.

Your output should be the entire Python aggregator script in triple backticks.

# Plot aggregator prompt
We have three JSON summaries of scientific experiments:
baseline, research, ablation.
They may contain lists of figure descriptions, code to generate
the figures, and paths to the .npy files containing the numerical results.
Our goal is to produce final, publishable figures.

--- RESEARCH IDEA ---
```
{idea_text}
```

IMPORTANT:
- The aggregator script must load existing .npy experiment data from
the "exp_results_npy_files" fields (ONLY using full and exact file paths
in the summary JSONs) for thorough plotting.
- It should call os.makedirs("figures", exist_ok=True) before saving any plots.
- Aim for a balance of empirical results, ablations, and diverse,
informative visuals in ' figures/ ' that comprehensively showcase
the finalized research outcomes.
- If you need .npy paths from the summary, only copy those paths directly
(rather than copying and parsing the entire summary).

Your generated Python script must:
1) Load or refer to relevant data and .npy files from these summaries.
Use the full and exact file paths in the summary JSONs.
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2) Synthesize or directly create final, scientifically meaningful plots
for a final research paper (comprehensive and complete), referencing
the original code if needed to see how the data was generated.
3) Carefully combine or replicate relevant existing plotting code to produce
these final aggregated plots in ' figures/ ' only, since only those are
used in the final paper.
4) Do not hallucinate data. Data must either be loaded from .npy files
or copied from the JSON summaries.
5) The aggregator script must be fully self-contained, and place the
final plots in ' figures/ ' .
6) This aggregator script should produce a comprehensive and final set of
scientific plots for the final paper, reflecting all major findings from
the experiment data.
7) Make sure that every plot is unique and not duplicated from the
original plots. Delete any duplicate plots if necessary.
8) Each figure can have up to 3 subplots using fig, ax = plt.subplots(1, 3).
9) Use a font size larger than the default for plot labels and titles
to ensure they are readable in the final PDF paper.

Below are the summaries in JSON:

{combined_summaries_str}

Respond with a Python script in triple backticks.
...

Writeup Prompt (ICBINB workshop speci�c)

# System prompt
You are an ambitious AI researcher who is looking to publish a paper to
the "I Can ' t Believe It ' s Not Better" (ICBINB) Workshop at ICLR 2025.
This workshop aims to highlight real-world pitfalls, challenges, and negative
or inconclusive results in deep learning, encouraging open discussion.
You must accurately represent the results of the experiments.
The main paper is limited to {page_limit} pages in single-column format, not
counting references. In general, try to use the available space and include
all relevant information.
DO NOT USE MORE THAN {page_limit} PAGES FOR THE MAIN TEXT.
MINIMIZE THE USAGE OF ITEMIZE OR ENUMERATE.
ONLY USE THEM IF THEY ARE ABSOLUTELY NECESSARY
AND CONTAIN SUBSTANTIAL INFORMATION.
Ensure that the tables and figures are correctly placed
in a reasonable location and format.

- Do not change the overall style which is mandated by the conference. Keep to
the current method of including the references.bib file.
- Do not remove the \\graphicspath directive or no figures will be found.
- Do not add ` Acknowledgements̀ section to the paper.

Here are some tips for each section of the paper:

- **Title**:
- Title should be catchy and informative. It should give a good idea of what
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the paper is about.
- Try to keep it under 2 lines.

- **Abstract**:
- Brief summary highlighting the nature of the challenge or pitfall explored.
- Concise motivation of why this matters for real-world deployment.
- This should be one continuous paragraph.

- **Introduction**:
- Overview of the issue or challenge being explored.
- Clearly state why this problem is important, especially for practical
or real-world contexts.
- Summarize your contributions or findings:
they may include negative results, real-world pitfalls, unexpected
behaviors, or partial improvements.

- **Related Work**:
- Cite relevant papers or approaches that have tackled similar issues or
have encountered similar pitfalls.
- Compare and contrast with your own findings.

- **Background** (optional):
- Provide necessary technical or domain-specific background if needed.

- **Method / Problem Discussion**:
- Detail the problem context or the method if it is relevant to
highlight the challenges faced.
- If results are not strictly an improvement, discuss partial
successes or lessons learned.

- **Experiments** (if applicable):
- Present results truthfully according to the data you have.
Negative, unexpected, or inconclusive findings are valid
contributions for this workshop.
- Include figures, tables, or real-world examples
that illustrate the pitfalls.
- Include up to 4 figures in the main text.
All other figures should be in the appendix.

- **Conclusion**:
- Summarize the main lessons learned or contributions.
- Suggest next steps or future directions, highlighting how these insights
can help the community avoid or overcome similar issues.

- **Appendix**:
- Place for supplementary material that did not fit in the main paper.
- Add more information and details (hyperparameters, algorithms, etc.)
in the supplementary material.
- Add more plots and tables in the supplementary material. Make sure
that this information is not already covered in the main paper.
- When checking for duplicate figures, be sure to also review
their descriptions to catch cases where different figures
convey the same information.
For example, one figure might present aggregated training
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accuracy as a single line
plot with a shaded standard deviation (e.g.,
aggregated_training_accuracy.png), while another
(per_seed_training_accuracy.png) shows the same data as
three separate line plots.

Ensure you are always writing good compilable LaTeX code.
Common mistakes that should be fixed include:
- LaTeX syntax errors (unenclosed math, unmatched braces, etc.).
- Duplicate figure labels or references.
- Unescaped special characters: & % $ # _ {{ }} ~ ^ \\
- Proper table/figure closure.
- Do not hallucinate new citations or any results not in the logs.

Ensure proper citation usage:
- Always include references within \begin{{filecontents}}
{{references.bib}} ... \end{{filecontents}}, even if they haven ' t
changed from the previous round.
- Use citations from the provided references.bib content.
- Each section (especially Related Work) should have multiple citations.

When returning final code, place it in fenced triple backticks with
' latex ' syntax highlighting.
...

# Writeup prompt

Your goal is to write up the following idea:

``` markdown
{idea_text}
```

We have the following experiment summaries (JSON):
``` json
{summaries}
```

We also have a script used to produce the final plots (use this to see
how the plots are generated and what names are used in the legend):
``` python
{aggregator_code}
```
Please also consider which plots can naturally be grouped
together as subfigures.

Available plots for the writeup (use these filenames):
```
{plot_list}
```

We also have VLM-based figure descriptions:
```
{plot_descriptions}
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```

Your current progress on the LaTeX write-up is:
``` latex
{latex_writeup}
```

Produce the final version of the LaTeX manuscript now, ensuring the
paper is coherent, concise, and reports results accurately.
Return the entire file in full, with no unfilled placeholders!
This must be an acceptable complete LaTeX writeup, suitable for a 4-page
single-column workshop paper.
Make sure to use the citations from the references.bib file.

Please provide the updated LaTeX code for ' template.tex ' , wrapped in
triple backticks with "latex" syntax highlighting, like so:

``` latex
<UPDATED LATEX CODE>
```

Writeup Re�ection Prompt

Now let ' s reflect and identify any issues (including but not limited to):
1) Are there any LaTeX syntax errors or style violations we can fix?
Refer to the chktex output below.
2) Is the writing clear, and scientifically rigorous for a workshop
focusing on real-world pitfalls?
3) Have we included all relevant details from the summaries without
hallucinating?
4) Are there short sections (one or two sentences) that could be
combined into a single paragraph?
5) Can we use more information and details (hyperparameters, unused
figures, etc.) in the supplementary material? Only add information that
is not already covered in the main paper.
6) The following figures are available in the folder but not used in the
LaTeX: {sorted(unused_figs)}
7) The following figure references in the LaTeX do not match any actual
file: {sorted(invalid_figs)}
{reflection_page_info}
chktex results:
```
{check_output}
```
8) Issues identified in the VLM reviews of the images, their captions,
and related text discussions. Ensure each caption clearly matches its
image content and that there is substantial discussion of each figure in
the text.
VLM reviews:
```
{review_img_cap_ref}
```

27



The AI Scient ist•v2 : Workshop-Level Automated Scienti�c Discovery via Agentic Tree Search

9) Duplicate figures between main text and appendix.
Make sure to remove the duplicate figures from the appendix.
```
{analysis_duplicate_figs}
```

Please provide a revised complete LaTeX in triple backticks, or repeat
the same if no changes are needed.
Return the entire file in full, with no unfilled placeholders!
This must be an acceptable complete LaTeX writeup.
Do not hallucinate any details!
Ensure proper citation usage:
- Always include references within \begin{{filecontents}}
{{references.bib}} ... \end{{filecontents}}, even if they haven ' t
changed from the previous round.
- Use citations from the provided references.bib content.
...

VLM Re�ection Prompt

Now let ' s reflect on
The following figures are currently used in the paper:
{sorted(used_figs)}
The following figures are available in the folder but not used in the
LaTeX: {sorted(unused_figs)}

{reflection_page_info}

The following is the VLM review on figures:

{review_img_selection}

Please review the figures and make the following changes:
1. For figures that do not add significant value to the paper,
move them to the appendix
2. For figures that are not very informative or do not effectively
communicate meaningful patterns, remove them entirely
3. For figures that do not contain subfigures and present sparse
information, consider combining them with other related figures
4. Update all relevant text discussions to reflect any changes in figure
placement or combinations
5. Enhance the scientific analysis of the remaining figures in the text
- provide detailed, insightful discussions of their significance and findings

Please ensure all changes maintain scientific rigor and improve the
paper' s clarity and impact.
Be more aggressive with figure selection - move more figures to the
appendix or group them together with other figures if the page limit is
already exceeded.

If you believe you are done with reflection, simply say: "I am done".
...
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VLM Image Review Prompt

The abstract of the paper is:

{abstract}

You will be given an image via the vision API. As a careful scientist
reviewer, your task is to:

1. Examine the provided image closely.
2. Describe in detail what the image shows in a scientific manner.
3. Critically analyze whether the image content aligns with the given
caption:

{caption}

4. We also have references in the main text that mention the figure:

{main_text_figrefs}

You should:
- Examine the figure in detail: conclude elements in figures (e.g., name
of axis) and describe what information is shown (e.g,. the line of
loss decrease monotonically but plateau after X epoch)
- Suggest any potential improvements or issues in the figure itself
(e.g., missing legend, unclear labeling, no meaningful conclusion,
mismatch with what the caption claims).
- Critique the caption: does it accurately describe the figure? Is it
too long/short? Does it include a concise takeaway?
- Review how well the main text references (figrefs) explain the figure:
Are they missing? Do they adequately describe the figure ' s content, context,
or purpose?

Finally, respond in the following format:

THOUGHT:
<THOUGHT>

REVIEW JSON:
``` json
<JSON>
```
In <JSON>, provide the review in JSON format with the following fields
in the order:
- "Img_description": "<Describe the figure ' s contents here>"
- "Img_review": "<Your analysis of the figure itself, including any
suggestions for improvement>"
- "Caption_review": "<Your assessment of how well the caption matches
the figure and any suggestions>"
- "Figrefs_review": "<Your thoughts on whether the main text references
adequately describe or integrate the figure>"

In <THOUGHT>, first, thoroughly reason through your observations,
analysis of alignment, and any suggested improvements. It is okay to be
very long.
Then, provide your final structured output in <JSON>.
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Make sure the JSON is valid and properly formatted, as it will be
parsed automatically.

C. AI Generated Papers
To illustrate the capabilities and current limitations of The AI Scient ist•v2 , this section presents
the three full manuscripts generated entirely by the system and submitted to the ICLR 2025 ICBINB
workshop. A summary of these submissions is provided in Table 4. Following the table, each manuscript
is included in full, accompanied by comprehensive annotations detailing our internal evaluation,
including scienti�c assessment and code review.

Table 4 j Overview of AI-Generated Workshop Submissions.

Title Workshop Result Materials

Compositional Regularization: Unexpected Obsta-
cles in Enhancing Neural Network Generalization

Accepted (Score: 6.33)
See Appendix C.1,
GitHub Repository

Unveiling the Impact of Label Noise on Model Cali-
bration in Deep Learning

Rejected
See Appendix C.2.1,
GitHub Repository

Real-world Challenges in Pest Detection using Deep
Learning: an Investigation into Failures and Solu-
tions

Rejected
See Appendix C.3.1,
GitHub Repository
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C.1. Compositional Regularization: Unexpected Obstacles in Enhancing Neural Network Gener-
alization

Initial Idea

"Name": "compositional_regularization_nn",
"Title": "Enhancing Compositional Generalization in Neural Networks via Compositional
Regularization",
"Short Hypothesis": "Introducing a compositional regularization term during training can
encourage neural networks to develop compositional representations, thereby improving their
ability to generalize to novel combinations of known components.",
"Related Work": "Previous work has highlighted the challenges neural networks face in achieving
compositional generalization. Studies such as ' Compositional Generalization through Abstract
Representations in Human and Artificial Neural Networks ' (Ito et al., NeurIPS 2022) have
explored abstract representations to tackle this issue. However, limited research focuses on
directly incorporating explicit regularization terms into the training objective to enforce
compositional structures. Our proposal distinguishes itself by introducing a novel
regularization approach that penalizes deviations from predefined compositional patterns during
training, encouraging the network to internalize compositional rules.",
"Abstract": "Neural networks excel in many tasks but often struggle with compositional
generalization\u2014the ability to understand and generate novel combinations of familiar
components. This limitation hampers their performance on tasks requiring systematic
generalization beyond the training data. In this proposal, we introduce a novel training method
that incorporates an explicit compositional regularization term into the loss function of
neural networks. This regularization term is designed to encourage the formation of
compositional representations by penalizing the network when its internal representations
deviate from expected compositional structures. We hypothesize that this approach will enhance
the network ' s ability to generalize to unseen combinations, mimicking human-like compositional
reasoning. We will test our method on synthetic benchmarks like the SCAN and COGS datasets,
which are specifically designed to evaluate compositional generalization, as well as on real-
world tasks such as machine translation and semantic parsing. By comparing our method to
baseline models and existing approaches, we aim to demonstrate significant improvements in
generalization performance. This work offers a new avenue for enforcing compositionality in
neural networks through regularization, potentially bridging the gap between neural network
capabilities and human cognitive flexibility.",
"Experiments": [

"Implement the compositional regularization term and integrate it into the loss function of
standard sequence-to-sequence neural network architectures with attention mechanisms.",
"Train models on synthetic datasets like SCAN and COGS, evaluating performance on
compositional generalization tasks with and without the regularization term.",
"Apply the method to real-world tasks such as machine translation using the IWSLT dataset
and semantic parsing with the GeoQuery dataset, assessing improvements in generalization to
new language constructs.",
"Analyze the learned representations by visualizing embedding spaces and utilizing
compositionality metrics to assess how the regularization affects internal
representations.",
"Conduct ablation studies to determine the impact of different strengths of the
regularization term, identifying the optimal balance between enforcing compositionality and
maintaining overall performance.",
"Compare the proposed method against other approaches aimed at improving compositional
generalization, such as meta-learning techniques and specialized architectures."

],
"Risk Factors and Limitations": [

"The effectiveness of the compositional regularization may vary across different datasets
and tasks, potentially limiting its generalizability.",
"An improperly balanced regularization term could negatively impact model performance on
the primary task, leading to lower accuracy.",
"Additional computational overhead from calculating the regularization term may increase
training time and resource requirements.",
"Defining appropriate compositional structures for complex or less-understood domains may
be challenging, affecting the applicability of the method.",
"The approach may face scalability issues when applied to very large models or datasets
common in industrial applications."

]

Link to more material: https://github.com/SakanaAI/AI-Scientist-ICLR2025-Works
hop-Experiment/tree/master/compositional-regularization .
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C.1.1. AI Scientist Team Review
Paper Summary This paper investigates the impact of a temporal consistency regularization term
on the compositional generalization of sequence models. The regularizer penalizes large changes
in the embedding representation between successive time steps. The experiments consider simple
arithmetic tasks and provide evidence that such a regularizer does not improve performance when
training the sequence model on multiple tasks. Furthermore, the paper provides small sweeps across
di�erent settings including embedding dimension, regularization strength and architectures.

Strengths

ˆ Although the reasoning behind the design of the proposed regularization is not immediately
clear, a simple approach�such as encouraging successive token embeddings to be closer together�
presents an interesting avenue for exploring compositional representations.

ˆ The chosen arithmetic task is simple but suitable for testing the hypothesis for varying degrees
of di�culty. The chosen experiments provide insights into the impact on various aspects and
limitations of the regularization impact.

Weaknesses

ˆ The description of the regularization term is vague and can be misleading. Intuitively, the reader
can think that it is applied to the LSTM hidden state. Inspecting the code reveals that the
regularizer refers to the input embedding hidden state. The text could be enhanced by being
more explicit about this detail, adding a code appendix or providing ablations that apply the
regularizer to the LSTM hidden state.

ˆ The paper lacks several references and for example does not cite Hochreiter and Schmidhuber
(1997) but instead opts for the textbook by Goodfellow et al (2016).

ˆ The caption of Figure 3 is wrong. The validation loss increases as task complexity increases.
Furthermore, the self-attention based version discussed in Figure 5 performs signi�cantly better
than the LSTM version, while the text argues that they perform on par.

ˆ The experimental evaluation could bene�t from more depth. The considered sequence lengths
are very short and the considered task is only synthetic. Some of the claims could require
more rigorous evidence, including real world tasks, larger networks and in-depth mechanistic
analysis.

Scores

ˆ Soundness: 3/5 good. ) Interesting idea with targeted experiments.
ˆ Presentation: 2/5 fair ) Citations, imprecise description, too con�dent interpretation.
ˆ Contribution : 3/5 good ) Regularizer, analysis, ablations
ˆ Overall - Workshop: 5/10 (Borderline accept): Technically solid paper where reasons to accept

outweigh reasons to reject, e.g., limited evaluation.
ˆ Overall - Conference: 4/10: (Borderline reject): Technically solid paper where reasons to reject,

e.g., limited evaluation, outweigh reasons to accept, e.g., good evaluation.
ˆ Con�dence: 4/5. You are con�dent in your assessment, but not absolutely certain. It is unlikely,

but not impossible, that you did not understand some parts of the submission or that you are
unfamiliar with some pieces of related work.

Additional Comments

ˆ To strengthen the analysis, several di�erent compositional regularizers should be compared
across di�erent tasks. Additionally, it needs to be more explicitly tested whether the regularizer
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actually induces compositional representations. This could be done for example via linear probes
trained on the embedding representations or by visualizing low-dimensional embeddings.

Potential Violation of Code of Ethics: No.

C.1.2. AI Scientist Team Code Review
Inspecting the dataset generation process
The data-generating function, which uses a single-digit expression as shown in �g. 4, generates at
most 81 � 9 possible combinations, where9 is the number of operators. This suggests that the training
and test datasets can have signi�cant overlap, depending on the number of samples and the choice of
operators.

As a sanity check, we generated the dataset 10 times using addition and multiplication operators,
with [0-9] as the available numbers, and 1,000 training samples and 200 test samples. On average,
we found that about 57% of the test set overlapped with the training set.

Figure 4 j Example of the data generating function used in the experiments.

Model architecture, loss function, and evaluation function
While the model architecture is simple, its implementation appears to be correct, as shown in
�g. 5.

In the training loop, presented in �g. 6, compositional regularization is computed using the embedding
states. Therefore, the main paper should use the notation4B to represent embeddings instead of� B,
and explicitly refer to these as embeddings rather than hidden states. Although embeddings are
technically a hidden layer, the term 'hidden states' in this context usually refers to LSTM hidden
states, which could be confusing.
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The accuracy calculation function (�g. 7) indicates that the model performs regression on the output
to match the ground truth digits. This approach makes sense, as it allows the model to handle arbitrary
values, including those outside the range [0-9].

Figure 5 j The generated model class shows an embedding layer, a single LSTM layer, and a linear
layer head.

Figure 6 j The generated training loop shows the loss function as well as the proposed regularization.

Figure 7 j The generated accuracy calculation function uses regression to match an output with a
ground truth.
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Attention-augmented LSTM
In the paper, a 100% test accuracy was reported for the attention-augmented LSTM. To verify this,
we re-ran the same experiment using the generated code for two cases: the �rst with the available
numbers [1-9] (as in the original setup), and the second with the available numbers modi�ed to
[10-19]. In the �rst case, the attention-augmented LSTM achieved 100% test accuracy, while in the
second case, it achieved 56% test accuracy. For the baseline LSTM, the �rst case resulted in 85% test
accuracy, and the second case yielded 0% test accuracy. We concluded that the �rst case was too
simple for the attention-augmented LSTM, and as the task complexity increased (e.g., the �rst case
involved a length of 3, such as 3 + 5, while the second case involved a length of 5, such as 14 * 19,
with a larger output space), the test accuracy deviated from the initial 100%.
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C.2. Unveiling the Impact of Label Noise on Model Calibration in Deep Learning
C.2.1. The AI Scient ist•v2 Idea

Idea

"Name": "label_noise_calibration",
"Title": "Unveiling the Impact of Label Noise on Model Calibration in Deep Learning",
"Short Hypothesis": "Label noise not only degrades model accuracy but also adversely affects
model calibration and uncertainty estimation; by systematically studying this impact, we can
develop methods to improve both accuracy and calibration under label noise.",
"Related Work": "Previous studies have focused on the impact of label noise on model accuracy
and have proposed methods to mitigate this issue, such as robust loss functions and label
correction techniques. However, there is limited research on how label noise affects model
calibration and uncertainty estimation. For instance, works like ' Dynamics-Aware Loss for
Learning with Label Noise ' (Li et al., 2023) address robustness to label noise but do not
explore calibration aspects. Our proposal distinguishes itself by systematically investigating
the effect of label noise on model calibration, which is crucial for reliable deployment of
deep learning models in real-world applications.",
"Abstract": "Label noise is a prevalent issue in real-world datasets, where incorrect
annotations can degrade the performance of deep learning models. While the impact of label
noise on model accuracy has been extensively studied, its effect on model calibration and
uncertainty estimation remains underexplored. Model calibration measures how well the predicted
probabilities reflect the true likelihood of outcomes, which is vital for risk-sensitive
applications that rely on uncertainty estimates for decision-making. In this research, we
propose to systematically investigate how different types and levels of label noise affect the
calibration of deep learning models. We hypothesize that label noise leads to overconfident and
miscalibrated predictions, undermining the reliability of uncertainty estimates. Through
controlled experiments on benchmark datasets with synthetic label noise and real-world datasets
with inherent label noise, we will analyze calibration metrics such as Expected Calibration
Error (ECE) and reliability diagrams. Additionally, we will assess the effectiveness of
existing label noise mitigation techniques in improving model calibration. The findings from
this study will provide insights into the relationship between label noise and model
calibration, guiding the development of more robust models that maintain reliable uncertainty
estimates despite noisy labels.",
"Experiments": [

"Introduce varying levels and types of synthetic label noise (e.g., symmetric and
asymmetric noise) into benchmark datasets like CIFAR-10 and MNIST.",
"Train deep learning models (e.g., ResNet, CNNs) on these noisy datasets and evaluate their
accuracy and calibration using metrics like ECE and reliability diagrams.",
"Analyze how different label noise levels impact model calibration compared to their effect
on accuracy.",
"Apply existing label noise mitigation techniques, such as robust loss functions and label
correction methods, to assess their effectiveness in improving calibration.",
"Evaluate models on real-world datasets known to contain label noise (e.g., web-scraped
datasets) to validate the findings in practical scenarios.",
"Conduct ablation studies to understand the interplay between label noise, model
calibration, and uncertainty estimation."

],
"Risk Factors and Limitations": [

"Results may be specific to the selected models and datasets, potentially limiting
generalization to other architectures or domains.",
"Measuring calibration accurately requires sufficient test data; small test sets may lead
to unreliable calibration metrics.",
"Existing mitigation techniques may not significantly improve calibration, indicating a
need for developing new methods.",
"Synthetic label noise may not capture all aspects of real-world label noise, affecting the
applicability of the findings."

],
"Code": "from datasets import load_dataset\nfrom huggingface_hub import ..."

Link to more material: https://github.com/SakanaAI/AI-Scientist-ICLR2025-Works
hop-Experiment/tree/master/label-noise .
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